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Abstract. In this work, we explore the data sparsity characteristics
of different Radial Basis Function (RBF) kernels in the context of 3D
unstructured mesh deformation. While RBF interpolation is a powerful
method for generating high-quality adaptive meshes, solving the resulting
boundary problems leads to large, dense linear systems that are com-
putationally expensive and memory-intensive due to their cubic com-
putational complexity and quadratic memory requirement. To address
these challenges, we exploit the rank structure of the matrix operators by
employing a Tile Low-Rank (TLR) Cholesky-based solver, which approx-
imates off-diagonal matrix tiles up to an application-specific accuracy
threshold. Our study compares global support RBFs and compact sup-
port RBF's, focusing on their effects on rank distribution and numerical
accuracy. Using realistic 3D geometries of SARS-CoV-2 viruses from the
Protein Data Bank (PDB), we evaluate various RBF kernels, analyze
the corresponding matrix rank structures, and assess the backward error
resulting from low-rank approximations for different kernel types. We
conduct experiments on various shared-memory systems, demonstrating
the performance scalability on massively parallel architectures. Leverag-
ing the Hierarchical Computations on Manycore Architectures (HiCMA)
library and the PaRSEC runtime system, we show how data sparsity
accelerates large-scale mesh adaptation, providing valuable insights into
the balance between computational efficiency and numerical accuracy.
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1 Introduction

Meshing the deformable contour of moving 3D bodies presents a significant com-
putational challenge in fluid-structure interaction (FSI) applications. As the mesh
evolves to track physical deformations, its quality can degrade over successive time
steps, potentially leading to numerical instability or invalidation of the simulation.
To preserve mesh integrity, mesh deformation can be used to adapt the mesh while
maintaining its quality, preventing excessive distortion and numerical instability.
Radial Basis Function (RBF) interpolation is widely used for its ability to gener-
ate high-fidelity unstructured meshes [18]. However, solving the associated dense
linear system remains computationally expensive, requiring O(N?) operations for
N mesh points. To address this, Tile Low-Rank (TLR) Cholesky factorization is
employed to exploit the inherent rank structure of RBF matrices, reducing com-
putational and memory costs while maintaining numerical accuracy.

Our previous work primarily focused on studying the effect of hydrodynam-
ics on a population of SARS-CoV-2 viruses by using Wendland RBF interpola-
tion [4,5]. This work focuses on analyzing the data sparsity properties of global
and compact support RBF kernels. We compare global support functions, such
as Gaussian and inverse multiquadratic, with compact support functions, includ-
ing Wendland and Continuous Thin Plate Splines (CTPS). By leveraging Hilbert
space-filling curve ordering, we enhance data locality and expose low-rank struc-
tures within the RBF matrices, further optimizing compression and computation.

As a realistic test case, we examine the effect of hydrodynamics on a popula-
tion of SARS-CoV-2 viruses, leveraging newly available realistic 3D geometries.
Our results indicate that among global support RBF kernels, Gaussian is the
fastest, as its weights decay rapidly with distance, leading to lower-rank struc-
tures that optimize TLR solver. For compact support kernels, Wendland per-
forms best, as we select a support radius that captures interactions between all
mesh nodes, ensuring both computational efficiency and accuracy. We implement
our approach using HICMA, a high-performance hierarchical matrix computa-
tion library, and PaRSEC, a task-based runtime system for efficient execution
on distributed heterogeneous architectures. We evaluate our methodology across
various hardware platforms, including Intel, AMD, and ARM, analyzing per-
formance scaling, memory efficiency, and solver accuracy at different truncation
thresholds.

To the best of our knowledge, this is the first study to systematically ana-
lyze both global and compact support RBF kernels using low-rank approxi-
mations. Through extensive performance evaluations, we examine the singular
value decay of various RBF kernels. Furthermore, we demonstrate scalability
on various shared-memory systems. Our findings reinforce the practical benefits
of TLR-based solvers for large-scale 3D mesh deformation, offering insights for
developing efficient RBF-based numerical solvers in HPC applications.

2 Related Work

RBF-based mesh deformation has been widely applied in aeronautics, control
surface deflection, wing flapping, shape design, and more recently in hemody-
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namics and other fields requiring mesh morphing. Its popularity stems from its
robustness and ability to produce high-quality deformed meshes, particularly
for unstructured grids. However, the method is computationally intensive, espe-
cially for large-scale problems with many nodes, N. Early work [19] reported that
global RBF interpolation leads to dense, ill-conditioned matrices. Due to their
zero-diagonal structure, iterative solvers require preconditioning to be effective.
Compact support RBFs [18] were introduced to address these challenges, pro-
ducing sparse systems and improving efficiency, though at the cost of reduced
interpolation accuracy.

Both global and compact support RBF methods have seen significant
advancements. Some studies have focused on parallelizing RBF computa-
tions [20], while others have explored data reduction techniques to mitigate
computational complexity [29]. A common approach involves using a greedy algo-
rithm to select a subset of boundary nodes, significantly reducing computational
cost. However, this approach compromises geometric precision, particularly in
regions with large deformations, ultimately limiting the method’s effectiveness.
Some other research efforts focus on accelerating dense linear algebra in RBF
solvers. Work in [26] applies the Fast Multipole Method [21] to speed up RBF
operator construction and iterative solvers. The effectiveness of precondition-
ing is crucial for improving convergence and computational efficiency. However,
iterative solvers may be suboptimal for systems with multiple right-hand sides.

In this work, we employ a data compression approach to accelerate RBF
solvers. Unlike data reduction methods, this approach enhances dense linear
algebra operations by sparsifying the RBF system through low-rank compres-
sion based on a predefined threshold [4]. Low-rank approximations, particularly
hierarchical matrices (H-matrices) [22], have significantly reduced computational
complexity and memory footprint in direct dense factorizations and solvers. Vari-
ous state-of-the-art data compression formats exist for H-matrix approximation,
supporting weak admissibility (e.g., Hierarchically Semi-Separable (HSS) [31]
and Hierarchically Off-Diagonal Low-Rank (HODLR) [9]) and strong admissi-
bility (e.g., H2-matrix [11] and Block/Tile Low-Rank (BLR/TLR) [7,15]).

These approximation methods present challenges in 3D problems. Weak
admissibility methods require high ranks for accuracy in large off-diagonal
blocks, while strong admissibility methods face scalability limitations on
distributed-memory systems. To address these issues, TLR formats have been
used in 3D applications such as acoustic wave scattering and geospatial statistics
by flattening recursion and minimizing synchronization overhead [2,3]. Previous
work [6] has explored RBF's for 2D interpolation using HODLR/HSS on a single
core, with a parallel implementation [8] optimized for shared-memory systems
via OpenMP. In this work, we evaluate the TLR method for both global and
compact support RBFs on shared-memory architectures.

3 Radial Basis Function Interpolations

Radial Basis Functions (RBFs) are widely used for high-dimensional scat-
tered data approximation, machine learning, solving high-order partial dif-
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ferential equations (PDEs), and mesh deformation in fluid-structure interac-
tions. A common mathematical foundation for these applications is multi-
variate interpolation, where a continuous function s(x) is approximated as:
s(z) = 2 aid(||x — ap,]|) + p(z), where ¢(r) is a radial basis function, s,
are known boundary nodes, n; the number of boundary nodes, and p(x) is a
low-order polynomial. The polynomial ensures linear consistency and surface
continuity, maintaining rotational and translational invariance [10].

In mesh deformation, RBF interpolation derives the displacement of internal
volume nodes from boundary nodes using a direct interpolation approach. The
coefficients «; and §; are computed by solving:

e -1 :
Pr ool = ol (
where My, is ny, x np matrix a dense kernel matrix with entries ¢(||zy, — 24, |)
and P, contains polynomial terms.

For large-scale 3D deformations, solving this system is computationally chal-
lenging, as direct solvers scale as O(ng). Iterative solvers struggle with high con-
dition numbers and multiple right-hand sides. To address this, low-rank approx-
imations are employed to reduce complexity.

Various RBF kernels exist [14,18,30,32], broadly categorized into global and
compact support functions. This study compares their effects on data sparsity
and rank structure when using a Tile Low-Rank (TLR) Cholesky-based solver,
evaluating their efficiency and numerical accuracy. Table1 contains the list of
RBF kernels that is considered in this study.

Global Support RBFs. Table 1. Radial basis function.
account for interactions

: K 1 Abbrv. | T f
between all pairs of nodes, o A M (r)
. . . Gaussian Gauss | Global exp(—r?)
meaning their influence is "
Exponential Exp Global exp(—r)

alWayS nonzero through_ Inverse Quadratic 1Q Global %

t the domain. Whil Y
ou € omain. e Inverse Multi-Quadratic IMQ Global \/1+17.2
thlS results n hlgher Continuous Thin Plate Spline | CPTS | Compact | (1 — r)5
accuracy, it also leads  Wwendland Wend | Compact | (1 — r)4(4r + 1)

to dense system matrices,

making computations expensive. These functions are scaled by a shape param-
eter ¢, which controls the spread of influence and significantly affects both the
accuracy and convergence of the RBF approximation.

The Gaussian RBF, introduced in geostatistics by Krige [25], is widely
used for The exponential kernel, a variant of the Gaussian with a linear expo-
nent, exhibits similar decay properties. The multiquadric RBF, introduced by
Hardy [24], offers a broader influence than the Gaussian, assigning greater weight
to distant points. While its quadratic and multiquadric forms are conditionally
negative definite, the inverse variants are positive definite. In this work, we focus
on the positive definite class due to its numerical stability.
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Compact Support RBF's are defined as following:

) f(r), fo<r<1
9(r) = {0, ifr>1

The support is controlled by the radius §, with the scaled distance given
by r = || — ap,||/d. Thus, only mesh points within a sphere (3D) or a circle
(2D) of radius ¢ are influenced, while interactions beyond this range are ignored.
Smaller ¢ values yield sparser matrices, improving efficiency, whereas larger val-
ues enhance accuracy but result in denser system matrices. In this work, we
consider Wendland function and the continuous variant of Thin Plate Spline
(CTPS) as compact support RBFs. For all experiments, we select a large sup-
port radius to ensure that the function spans the entire space, producing a dense
interpolation matrix.

4 Rank Structure Computations

We solve the RBF-based 3D unstructured mesh deformation problem using the
Tile Low-Rank (TLR) Cholesky solver, as implemented in the HiCMA library [3,
28]. The TLR algorithm approximates off-diagonal tiles up to an application-
defined accuracy threshold, reducing computational complexity while maintain-
ing numerical fidelity. HiCMA integrates STARS-H routines and the H-matrix mar-
ket [27] to generate RBF kernel-based tiles and compress them on-the-fly using
Randomized Singular Value Decomposition (RSVD). Two compression modes
are supported: fixed rank, which applies uniform truncation across all tiles for
performance-oriented preconditioning, and fixed accuracy, which dynamically
adjusts tile approximation based on application-specific precision requirements.
We adopt the fixed accuracy mode to ensure deformation accuracy.

HiCMA leverages BLAS/LAPACK and H-core [1] libraries for low-rank com-
putations, which are represented as a Directed Acyclic Graph (DAG), where
nodes correspond to computational tasks and edges define data dependencies.
Task execution is managed by dynamic runtime systems such as StarPU, PaRSEC,
and OpenMP, which optimize scheduling across shared- and distributed-memory
architectures while mitigating load imbalance. In this work, we employ PaRSEC
to efficiently orchestrate task execution and maximize hardware utilization.

5 The PaRSEC Dynamic Runtime System

PaRSEC [12,13] is a task-based runtime system designed for efficient task execu-
tion on shared- and distributed-memory heterogeneous architectures. It orches-
trates task scheduling, resource allocation, and data movement, addressing key
scalability challenges such as starvation, latency, overhead, and heterogeneity.
PaRSEC provides several domain-specific languages (DSLs), including a cus-
tomized compiler for executing Parameterized Task Graphs (PTG) which lever-
age Job Data Flow (JDF) to define task dependencies. It has demonstrated excel-
lent performance in DPLASMA, a high-performance dense linear algebra library,
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and has been optimized for low-rank computations [17,28]. Recent enhancements
improve load balancing, reduce memory usage, and minimize critical path execu-
tion time. To address the rank disparity in Tile Low-Rank (TLR) computations,
PaRSEC employs a hybrid data distribution combining band and 2D block cyclic
layouts, reducing communication overhead by restricting data transfers to the
actual tile rank. It further optimizes execution by dynamically trimming the
DAG when all singular values in an off-diagonal tile fall below a given com-
pression threshold, effectively reducing computational workload. Additionally, a
diamond-shaped data distribution balances off-band tile computations, improv-
ing parallel efficiency [16]. In this work, we leverage these optimizations to con-
duct the analysis.

6 Construction of 3D Unstructured Mesh
of the SARS-COV-2 Virus

The multiscale procedure for constructing a single SARS-COV-2 virus and gen-
erating a uniformly distributed viral population was detailed in our previous
work [4]. Here, we adopt a different approach for confining the virus popu-
lation using a sphere-packing strategy. Specifically, we construct a lattice of
equal-radius spheres to fill a three-dimensional cubic space, with each sphere
randomly occupied by a virus of the same radius. This virus-per-sphere filling
strategy allows for a theoretical maximum packing density of approximately 74%
in a cubic lattice [23]. To achieve a target density—i.e., maximizing the num-
ber of viruses within a droplet—we arrange spheres as closely as possible while
ensuring no overlap. In this study, we vary the viral density within a fixed cubic
domain of length 1.7pm and analyze its impact on the resulting compressed RBF
matrix.

7 Numerical Accuracy

In this section, we analyze the impact of accuracy thresholds and singular
value decay across RBF kernels. We employ Hilbert ordering, which significantly
enhances data locality, optimizes compression, and reduces computational over-
head, as demonstrated in our previous study [4].

7.1 Accuracy of the TLR Cholesky Solver Using RBF Kernels

We evaluate the numerical accuracy of the TLR Cholesky solver for different
RBF kernels by computing the residual, defined as ||Ax — b||oo, Where A is the
RBF matrix, b the right-hand side, and x the computed solution. The residual is
evaluated after deforming up to 20 SARS-CoV-2 viruses, each with a resolution
of 10,370, as shown in Fig. 1. Lower truncation thresholds improve accuracy by
increasing local ranks and reducing approximation error. However, if the residual
falls below the required application accuracy (depicted as the horizontal line),
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Fig. 1. Numerical accuracy of the TLR Cholesky solver using a population up to 20
SARS-CoV-2 viruses of size 10370 mesh points

unnecessary computations occur. The Gaussian kernel achieves the target accu-
racy with a truncation threshold of 1e~2, while exponential, inverse quadratic,
and inverse multiquadratic kernels require le~3. Compact support functions,
including CPTS and Wendland, reach application precision with le ™.

7.2 Singular Value Decay Across RBF Kernels After Compression

Figure 2 illustrates the singular value decay after compression using 10 viruses
with a mesh resolution of 10370 and a tile size of 1700. The mesh is pre-processed
with Hilbert ordering to enhance tile low-rank structure. Tile location is cho-
sen based on distance from the diagonal, where higher ranks are concentrated.
We analyze three regions: close interaction, where mesh points (i, j) are very
close; near interaction, where they are moderately close; and far interaction,
where they are significantly separated. The results show that as the interaction
distance increases, singular values decay significantly across all RBF methods.
Gaussian and exponential kernels exhibit the fastest decay due to their localized
influence, whereas inverse quadratic and inverse multiquadratic kernels decay
more gradually due to their global domain of influence. In contrast, compact
support functions retain a relatively larger number of singular values, as their
influence is constrained by the chosen support radius.
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Fig. 2. Singular values decay using 10 viruses of size 10370 with tile size 1700.

8 Performance Evaluation
8.1 Environment Settings

The experiments are conducted on four shared-memory systems spanning Intel,
AMD, and ARM architectures. The Intel-based systems include Cascade Lake
(Xeon 6248) and Skylake (Xeon 6148), each equipped with two sockets, with 20
cores per socket. The AMD system features an EPYC Rome (7702) processor,
configured with two sockets, each housing 64 cores. The ARM platform consists
of a Cavium ThunderX2 system, also with two sockets, each containing 32 cores.
These diverse platforms allow us to evaluate the performance portability and
scalability of our TLR-based Cholesky solver across different memory hierarchies
and processor designs. To maximize bandwidth and expose node parallelism on
AMD systems, threads are evenly distributed across four-core complexes (CCX),
each sharing an L3 cache. Depending on problem size and task count, we use
32 threads (one per CCX) or 64 threads (two per CCX) to balance bandwidth
saturation and concurrency. Increasing thread count beyond this degrades per-
formance due to bandwidth contention. Core binding is enforced via PaRSEC’s
thread placement mechanism using PaRSEC’s environment variable for optimal
bandwidth utilization.

8.2 Performance in Shared-Memory System

Comparing RBF Kernels: Figure3 presents the performance of the TLR
Cholesky solver across RBF kernels on AMD, Intel, and ARM architectures.
Gaussian achieves the highest performance due to its local influence and smaller
ranks, while Wendland outperforms CPTS among compact support kernels.

Comparing Accuracy Thresholds: Figure4 shows the performance of the
TLR Cholesky solver across varying truncation thresholds for different kernels.
Accuracy thresholds have minimal impact on Gaussian and a slight effect on
exponential. However, inverse quadratic and inverse multiquadratic exhibit sig-
nificant performance variation. Among compact support functions, CPTS shows
a larger performance gap than Wendland when adjusting thresholds.



116 R. Alomairy et al.

Time Breakdown: Figure 5 presents the time required for matrix generation,
compression, and TLR Cholesky computation across all RBF kernels (each
satisfying application accuracy requirements), compared to Intel MKL’s opti-
mized dense Cholesky. The compression phase is computationally inexpensive
due to its embarrassingly parallel nature. Once HiCMA is deployed, matrix gen-
eration becomes the dominant cost. TLR Cholesky computation is minimal, as
Hilbert ordering effectively exploits tile low-rankness. Additionally, compression
and computation time vary with rank distribution—kernels with overall lower
ranks require less time than those with denser rank distributions. Finally, dense
Cholesky computation remains independent of the chosen interpolation kernel.

10°
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=== Exp-threshold(1le-3) == |Q-threshold(1e-3) = Exp-threshold(le-3) == |Q-threshold(1e-3)
=== Wend-threshold(1e-4) === |IMQ-threshold(1e-3) === \Wend-threshold(le-4) === IMQ-threshold(1e-3)
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Fig. 3. Performance of the TLR Cholesky solver using a population of viruses of size
10370.
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9 Conclusion

This work examines the impact of data sparsity in global and compact support
RBF kernels for 3D unstructured mesh deformation, utilizing TLR Cholesky
solver to reduce computational complexity while maintaining accuracy. Our anal-
ysis reveals distinct rank distribution behaviors across different RBF kernels.
Gaussian and exponential exhibit low-rank characteristics due to their local-
ized influence, whereas inverse quadratic and inverse multiquadratic maintain
higher ranks as they decay more slowly over distance. Among compact support
functions, Wendland achieves a better balance between accuracy and efliciency
compared to CPTS, which requires lower truncation thresholds to reach the same
accuracy. Performance evaluations indicate that Gaussian consistently deliv-
ers the best computational efficiency, while Wendland provides a well-balanced
trade-off between accuracy and performance. These insights contribute to the
development of more efficient RBF-based solvers in HPC applications, particu-
larly for problems requiring scalable unstructured mesh adaptation.
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